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Introduction

The use of advanced computing capabilities to understand and solve complex problems has
become critical to scientific leadership, economic competitiveness, and national security.
Computational science provides a unique window through which researchers can investigate
problems that are otherwise impractical or impossible to address...

So write the members of the Presidential Information Technology Advisory Committee (PITAC) in their
2005 report [1] to President Bush. The report describes how computational technologies have completely
transformed the discourse of science, and created new challenges for universities, national labs and other
research institutions as they strive to provide the necessary resources and infrastructure for their re-
search.

In almost every scientific discourse, computational simulations have become a primary mode of research,
standing equally alongside theory and experimentation. And the growth of computational research in
science and engineering is clearly seen through the wide adoption and heavy utilization of regional and
national resources such as the Louisiana Optical Network Initiative and the TeraGrid.

Challenges

With this growth and wide adoption comes several distinct challenges which go the the heart of the NSF-
sponsored High Performance Computing Center Sustainability workshop for which this paper is written.
First, while the NSF has focused on Tier 1 and Tier 2 national scale computational resources, there has
been decreasing emphasis and funding for local level computational resources. While individual applicants
can be successful in building small localized clusters for highly targeted domain research, funds to support
university-wide resources are increasingly harder to find. And although a review of Cyberinfrastructure
strategies by NSF is underway, it seems likely that such Tier 3 or 4 resources will not be a significant
priority.

The second challenge has to deal with capacity and growth. The demand for computational cycles has been
steadily increasing for two primary reasons: (1) more researchers are adopting computational approaches
to their research, and (2) the science problems being addressed are scaling upward in terms of complexity
and requirements. But there is a third challenge that is not a result of current utilization. Rather, it is
based upon a vision of what High Performance Computing will look like ten years from now.

HPC in 2020

While there has been a clear increase in HPC demand due to the natural and continued growth of compu-
tational science disciplines, there will be an equally expansive growth in demand for HPC resources due to
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computational research in non-science disciplines. Although this area of computational research is nascent
at best in 2010 in terms of resource demand, there is concerted effort on several fronts to train faculty
researchers in these domains and to make resources available to them in HASS1 disciplines.

The computational problems posed by researchers in these areas are more likely to involve large data sets
that require statistical analysis, rather than computational modeling or simulation to compute possible
outcomes – Petabyte problems as opposed to Petaflop problems. But often, computational analysis and
agent modeling are also an important part of this research, meaning that these new research domains will
also need both computational and data oriented processing. Here are two examples.

Text-mining in the Humanities. Researchers in the humanities are beginning to use text-mining tools
to explore thematic trends across large corpuses of text. One current project involves researchers from
Stanford, Oklahoma and Oxford, who are combing through over 53,000 letters dating from the 18th century
looking for evidence of Enlightenment philosophies in people of various occupations. Associative and
statistical analysis methods are being applied to a host of text-based data to assist researchers in discovering
trends and commonalities in historical texts.[2]

Music Information Retrieval. MIR research is focused on developing searchable data sets that can be
queried through a variety of approaches. Of most interest is what we refer to as “query by example” or
“similarity matching”. While the query process is generally light computationally speaking, the analysis
part in preparation for the query is quite intensive. Using large repositories of audio files, batch processing
of FFT or wavelet analyses is required to generate databases of spectral characteristics. While these are
possible on desktop machines, this is clearly a process that would benefit from distributed or parallel
processing.[3]

Computation Across the Curriculum

The importance of a broader discipline approach to computational research can be seen through the Digging
Into Data Challenge[2], a collaborative program between NSF, the National Endowment for the Humanities
and agencies from the UK and Canada. This program is funding computational research in humanities and
social science projects, including programs involving text and non-text analysis and searching. Clearly,
federal funding agencies are starting to take notice that there is merit in supporting HASS computational
research, which should help encourage long-term demand.

Unfortunately, HASS disciplines generally do not have the breadth and depth of external funding agencies
upon which they can rely to support the costs of HPC-based research. To wit, NCSA is making several
million SUs available free of charge to qualified humanities-based projects from across the country. While
this might address some early access issues, it is not something that can be easily sustained, especially in
an era of decreasing support and increasing demand.

Conclusion

The growth of HPC and Cyberinfrastructure resources in academic research disciplines will also increase
because of an increased complexity of problems and growth in the demand for resources from non-STEM
disciplines. And while the majority of SU demand will remain in the sciences, there will be increasing need
for computational cycles across all HASS disciplines.[4][5][6] The breadth and extent of this expansion leads
to only one conclusion.

1Humanities, Arts and Social Sciences. This designation has been used by both the Open Grid Forum and Supercomputing
conference to identify non-traditional research disciplines in computational research.
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HPC and Cyberinfrastructure must be seen by academic institutions as fundamental tools
and resources that are to be as ubiquitous and available as networks, telephones, and basic
utilities.

To that end, HPC must be a centrally managed and centrally funded activity on university campuses.
There must be a widely available cyber-infrastructure balanced along many axes: scale vs size, local
vs distributed, capability vs capacity. These campus environments are the foundation upon which the
Branscomb Pyramid2 can be supported.[7]

In adopting a centralized approach, a university’s local IT organization can better support campus-wide
HPC through training, user support and maintenance. But centralized operations also creates a funding
challenge as university budgets continue to face pressures from reduced federal and state support.

Regardless, computational research will inevitably become a university-wide and domain-neutral activity,
central and fundamental to growth of the academy. Universities must recognize this transformation in
order to remain competitive as national leaders in science and humanities research.

A Condo Approach. One common approach to the creation of HPC resources is to use a “condo”
approach. That is, individual researchers pool resources to purchase a large HPC cluster, or researchers
donate funded clusters to a collection of clusters that, in aggregate can provide sufficient compute cycles.
Those who have contributed funding or computers to the aggregate cluster get priority access to the
resources, and those who do not can still get access. A centralized and university-wide condo cluster could
address part of a university’s computational needs, while making resources available to those disciplines
(especially HASS disciplines) for whom external funding is not available or extremely limited.

Summary. Universities will need to view HPC as a fundamental and universal resource for research. HPC
will be a commodity, a utility if you will, and they will need to adapt their internal funding models to
address it as such. The financial support for this approach can only come from a combination of sources.
Mixing internal support, external support and shared resources will ultimately be the common approach
to this challenge.
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