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 The University of California (UC), a public university system comprised of 10 campuses and 

multiple medical centers and research national labs, is instrumental in providing teaching, research, and 

public service to the state of California and the world at large.  As is common across many universities, 

UC research projects with significant computing requirements have often built their own siloed clusters, 

maintained by independent research groups, and often located in energy-inefficient facilities and/or 

requiring significant facilities investments. However, few universities are comprised of 10 campuses with 

many of the individual campuses as top research universities in their own right.  Managed through the UC 

Office of the President (UCOP), the ten UC Universities and Lawrence Berkeley Laboratory have 

recently embarked on a pilot project to provide a high-performance shared research computing resource 

for researchers across the UC system. This project is part of a UC-wide process to strategically invest in 

IT initiatives that will further advance the University’s academic mission and not only sustain but 

increase its competitiveness. Our collective interest in environmental sustainability and the fact that we 

are in a challenging economic environment, come together to provide significant additional impetus. The 

objectives of establishing a viable shared research computing service include:  

 Develop the ability for the entire University of California system to work together to support the 

computing resource needs of its researchers. This includes leveraging the expertise across the 10 

campuses. 

 Improving researcher efficiency by freeing them of cluster system administration responsibilities 

and enabling them to focus on their research. This includes graduate students and post-docs that 

often become system administrators in parallel with their domain research;  

 Reducing overall costs by  

o using economies of scale in both hardware and software purchases as well as centralized 

system administration, specialized technical expertise, and user support of larger-scale 

systems; 

o locating systems in energy-efficient facilities, and  



o leveraging large-scale machine room facilities rather than making repeated costly 

improvements in distributed facilities.   

 The UC Shared Research Computing Services (SRCS) pilot project is intended to identify and 

address the key challenges faced with deploying a shared research computing service across the UC 

system as opposed to those challenges that a single campus might face. These challenges include barriers 

to adoption by researchers for shared computing models (e.g. guaranteed access, control of the 

operational and software environment), operating models for administration and support of a shared 

system, the different research computing clusters between campuses as well as research groups, as well as 

a viable and sustainable business model. The pilot project is initially engaging 24 principal investigator 

(PI) projects across a wide range of disciplines and computing requirements, and across different UC 

campuses; many of these PIs currently have their own computing resources and/or use national NSF and 

DOE facilities. These PIs have provided input to hardware purchases and operational policies, and will 

continue to provide feedback during the pilot project, including on sustainable funding models. The pilot 

project is scheduled to run for two years under full central funding from UCOP. During that period, 

feedback from the PIs and evaluations will be used to improve the services and develop funding models 

to facilitate a transition to a sustainable shared research computing model by the end of the two-year pilot 

period.  

The UC Shared Research Computing Services (SRCS) pilot project is deploying two 272-node 

dual-socket, quad-core Nehalem processor Linux clusters with a Quad Data Rate Infiniband interconnect; 

the clusters are managed by the San Diego Supercomputer Center (SDSC), a research unit of UCSD, and 

Lawrence National Berkeley Laboratory (LBNL), a DOE-funded national laboratory managed by UC. 

The clusters have been procured, tested, and deployed.  We have started up with initial test users and are 

in the process of bringing in production users onto the system. The two clusters will have nearly identical 

operating environments and will be connected by a high-performance networking connection; while 

initially the 24 PIs will be divided up between the two sites, it is a soft boundary and users will be able to 

move between clusters in the future. 

It is too early in the project to identify lessons learned or to draw conclusions from the pilot 

project regarding sustainable funding models. We are certainly aware of the experiences with shared 

research computing at other universities (including some individual UC campuses), and intend to 

incorporate those experiences (as well as the results of this workshop) into our plans going forward. This 

system-wide pilot project affords UC the opportunity to gain buy-in and obtain feedback from UC 

researchers as we move towards a sustainable model.  



Experiences at other institutions indicate that the institutions with the most successful models for 

shared research computing facilities are the ones where the institution covers a significant portion of the 

infrastructure and operating costs.  This can represent a hurdle in challenging economic conditions. We 

intend to evaluate the level of this funding that is necessary to create an incentive for PIs to participate, 

the structure of that cost sharing, and the specific sources of direct institutional savings that can “pay for” 

these investments. The latter sources include UC’s decreased energy costs due to PIs moving to more 

energy-efficient shared systems and facilities, and savings in facility investments via centralized machine 

room facilities. These savings are in addition to other reductions in the total cost of ownership such as 

hardware purchases, and centralized administration/support.  

In addition to a funding model that incentivizes PIs to participate in a shared computing 

environment, some key issues that will be addressed based on pilot PI feedback are oversubscription of 

resources, queuing policies, and whether a heterogeneous system is required to support various 

applications. Determining “fair” allocations, sharing, and scheduling policies will also be addressed, 

including provisions for cycle scavenging or other methods to optimize utilization in a shared 

environment. 

One of the important and relatively unique elements of the SRCS pilot project is to evaluate both 

the operational and financial aspects of shared computing in UC’s distributed-campus environment. 

Typically, the goal would be to develop a way to consolidate with central resources/operations at the 

institutional level.  For example, economies of scale argue for the highest-level of consolidation with 

central system-wide resources/operations; is it feasible to establish funding models and operations 

policies/procedures that can address the needs of all users at the system-wide level, or is it more realistic 

to “share” at the level of individual campuses within the UC system? 


