
!"#$%&'($)"*+#,$&-./0#+$12/0345$6+25+*78$6+293,345$)./0*34*:-#$
16&$)#+93;#/$*0$%&'($

!

Warren Mori, Director, Institute for Digital Research and Education. James Davis, Vice 
Provost, Information Technology. Bill Labate, Director, Academic Technology Services 

University of California, Los Angeles 

UCLA recently formed the Institute for Digital Research and Education to lead a vibrant 
research and educational program in computational thinking. An important part of this 
effort is in high performance computing. We describe the UCLA shared cluster hosting 
program that is directed by IDRE with a strong partnership with the UCLA Office for 
Information Technology. 

The UCLA Shared Cluster Hosting Program 
The research cyberinfrastructure at UCLA consists of the campus 10Gb Ethernet 
backbone, wide-area 10Gb Infiniband interconnect, research data center space, and the 
UCLA/UC Grid along with systems and application programming. The intersection of 
these services is the UCLA Shared Cluster Program. These services as well as research 
team projects prioritized by IDRE faculty and IDRE staff constitutes the HPC efforts 
within IDRE. 

Shared Cluster Hosting Components 
At the heart of The Shared Cluster Hosting Program is the Hoffman2 Cluster. It is 
logically organized into many virtual clusters that have been optimized for different 
research needs but still adhere to a set of operational standards. The cluster is made up 
from contributed hardware (cores) that meet program standards that are purchased by 
individual research groups and base cores purchased by OIT to augment the contributed 
cores. The main benefit of contributing cores to the Hoffman2 Cluster is that a research 
group is guaranteed use of the number of cores contributed with the ability to use 
surplus cores from the entire Hoffman2 Cluster. Other benefits provided to research 
groups when they join the shared cluster include: 

1.  Complete system administration for contributed cores. There is no system 
administration required by any contributing research group unless they have specific 
applications or procedures they want to maintain themselves. 
2.  Use of a high performance network and interconnect fabric, 
3.  Optimized, central home and scratch storage space, 
4.  Standard application installation, maintenance and support, 
5.  User support for cluster operation, basic application usage and general code support, 
6. IDRE staff dedicated to improving code performance and parallel scalability. 
7.  Dedicated data center space for housing the cluster. This eliminates the need to 
perform expensive space, cooling, and electrical modifications to existing office or lab 
space. 

Shared Cluster Program Costs 
Over the estimated 3-year life of contributed hardware, costs for the program are roughly 
split equally between the campus and the faculty. The costs for the faculty essentially 



consists of hardware and that for the campus consists of the network, interconnect, 
cables, racks, electrical power, system maintenance costs and system administration 
labor. By pooling all of these support function UCLA has been able to realize 
tremendous economies of scale. 

Other than the purchase of hardware the only other cost to researchers is that they 
agree to contribute their unused cycles to other researchers who have contributed cores 
with the understanding that they will be returned to them within 24 hours or less. 

For storage, users of the Hoffman2 Cluster have the option of paying a one-time, per 
terabyte, charge for storage on a central storage system.  

Shared Cluster Program Results 
Since its inception in January 2008, the cluster has grown from 64 nodes and 256 cores, 
to 520 nodes and 3,700 cores with over 700 users supporting 142 different research 
groups from across the campus. Utilization of the cluster averages roughly 75% with 
research groups routinely able to use 2X-3X the number of cores they contributed 
through harvesting of unused cycles. The cluster supports over 350 terabytes of user 
space with full backup support. We estimate that through consolidated storage, network, 
interconnect, virtualization within the cluster, and higher utilization, we save the campus 
between 30-40% on power. In terms of FTE requirements, we have seen roughly 1/3 the 
labor required for standalone clusters and that we can scale out to our full capacity of 
2,000 nodes with no growth in staffing. 

Summary 
The key to UCLA’s Shared Cluster Hosting Program is: 

• Researchers pay for the part of the system that has a high turnover rate, i.e., the 
hardware they need to satisfy their individual requirements. 

• The campus pays for all core services and infrastructure where economies of 
scale can be realized, i.e., data center space, systems and application support 
labor, network and interconnect power, racks and miscellaneous parts and 
maintenance. 

• Consolidation results in cost reductions and efficiencies in operation in terms of 
power, space and FTE with a higher level of service to the research faculty than 
they could provide individually. 

• Lets research faculty concentrate on research while we maintain the HPC tools 
for them. 

• Allows the campus to have visibility and say on how resources are spent. 


