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Research cyberinfrastructure (RCI) refers to an institution‟s computing environment 

attuned to the specific needs of campus researchers.  As the name implies, it denotes 

information technology resources available to all researchers, providing an installed base 

on which more specialized or vertical computational facilities can be built. The elements 

of RCI can include: 

 compute servers, usually grouped together into clusters;  

 data storage facilities;  

 licenses for key applications and compilers;  

 high speed networking;  

 data centers;  

 support staff (e.g., system administrators, programming and application experts). 

 

RCI at Dartmouth today
1
 

Contributions by IT Services to the RCI come primarily from its Research Computing 

and Technical Services divisions. Technical Services provides the foundational layers of 

campus networking and data center resources.  The management and operation of the 

network include connectivity to the external Internet, the core campus backbone, the 

wired and wireless layers, as well as security services. Data center resources include the 

machine room in Berry Library and a new off-campus facility.   

IT Services has had a support team for researchers in place since the late 1990's. The 

principal services this team offers include: 

 high performance compute servers and job queue management for running in-

house and third party applications; 

 a networked file system providing over 50 terabytes of data storage for use with 

our high performance environments; 

 application licensing and license management services; 

 in-depth programming for special projects; 

 new initiative (emerging technologies) support; 

 statistical consulting and assistance, statistical project work, and statistical 

application licensing and management; 

 programming consulting, trouble-shooting,  debugging; 

 scientific applications consulting and management;  

                                                        
1 Portions of this whitepaper were written in 2008 and presented to the Research Computing 
Oversight Subcommittee (RCOS), which acts as an advisory group to the CIO and as decision 
maker for the Discovery cluster. RCOS was also presented with a set of recommendations to 
improve and make research computing more sustainable. 



 training for researchers on effective utilization of RCI resources; 

 interfacing research and teaching. 

 

In addition, Dartmouth‟s professional schools provide basic research computing services 

to their users like: file storage, administration for Linux servers, scientific applications, 

database creation and manipulation, and statistical data analysis.   

High Performance Computing 

Cluster computing has been available at Dartmouth initially through the Research 

Computing group and most recently with the implementation of the DISCOVERY 

(Dartmouth Initiative for SuperCOmputing Ventures in Education and Research) cluster.  

The latter was started in 2005 with 200 CPUs purchased by Professor Jason Moore 

(Genetics). Moore‟s idea was to develop a centralized High Performance Computing tool 

that would attract other researchers at Dartmouth to pool resources and establish a shared 

facility that would benefit researchers who have increased computational demands.  

Today DISCOVERY is a large-scale computing cluster providing a high performance 

environment for Dartmouth researchers.  Currently the cluster consists of 888 processors 

housed in 111 nodes with several terabytes of local storage, all located in the Berry data 

center. All nodes have gigabit network connections and two subsets have Infiniband 

connections to support even faster data transfer for special parallel applications. 

Discovery currently has over 100 users, and its typical utilization load varies between 60-

100%. 

DISCOVERY is a joint project between the Bioinformatics Shared Resource (BSR) and 

Computing Services.  The cluster is managed by a BSR systems administrator and its 

users are supported by Research Computing staff.  IT Services provides data center 

housing for the cluster. Researchers, currently we have 15 stakeholders, buy nodes in the 

cluster to cover hardware costs and pay a portion of the salary of the BSR administrator. 

Research Computing has contributed a variety of hardware components to Discovery, 

including nodes and the Infiniband connectivity. As a shared resource, stakeholders 

benefit by accessing additional resources beyond those they have purchased, based on 

availability. There is a small set of nodes, called free nodes, provided by research 

computing that can be used by those users whose computational needs are not enough to 

invest in a full node. Free users are competing for limited resources making their 

turnaround slow at times. Often, these researchers use the free pool to test their codes and 

later decide to buy-in.   

The DISCOVERY cluster is used also for curricular activities. The Chemistry 

Department has been using it to teach students in upper classes, the use of graphical 

applications to run electronic structure calculations or protein chemistry classes. 

Success stories/Metrics: 

Metrics for research computing has always been difficult to establish. Metrics have the 

tendency to account for quantity and seldom is quality directly included. For example, 

typical metrics are based on amount of funding, number of publications, number of users, 



number of applications, to mention just a few. Talking to a few researchers we have been 

able to find the impact of providing these resources and support. It has been mentioned: 

“My productivity has increased immensely”, “I have more time to do research and not 

worry about running machines or troubleshooting”, students have stated: “Not only will I 

have more publications but I will be able to graduate earlier”. Likewise, undergraduate 

students benefit by using tools to visually analyze the results of their calculations, 

facilitating the learning process. 

 

Research Storage (RStor) 

Research computing had been working for many years to provide storage for large data 

sets. The premise has been that this resource has to be sustainable but at the same time 

there is a need to establish a balance between „cheap storage (terastations)‟ and the 

services provided which include data availability in case of disaster (backup). Although, 

Dartmouth College has been running an Andrew File System (AFS) cell for many years, 

in 2009, services were augmented due to initiatives from the Biological Sciences 

department that needed to store large amounts of data from electron microscope, DNA 

sequencing, and several other data intensive experiments. RStor provides this capability 

for researchers on a hardware cost recovery model. Backing up several terabytes of data 

to tape is not effective, as a result we decided to keep two copies of the data on spinning 

disks. The second copy is in read only mode to quickly recover data in case of problems 

and is housed at our off-campus data center. This model has been successful and many 

new users from other departments; Physics, Chemistry and the Medical School utilize 

this service.  

The Future of Research Computing support 

In the past researchers that needed dedicated support (mainly programming support) have 

been willing to pay for part of the time of a consultant. However, there is no formal 

policy or model for charging.  Researchers usually describe the project to a consultant 

and then agree on the duration of the project. Often, these projects drastically change 

during the execution of the project so consultants end up spending more time working on 

a particular project than previously agreed, thus creating a problem for time management. 

However,  research computing‟s principle has been that we would like to work until the 

project succeeds and will consider no-cost extensions, if necessary. Dartmouth is now 

considering several cost models where researchers could purchase consultant work hours 

for their projects. Under this model, research computing is considered a collaborator 

rather than a service provider.  


